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Abstract—This paper presents an adaptive causal model a good starting point about how and when to apply fault
method (adaptive CMM) for fault diagnosis and recovery in diagnosis and recovery. However, despite extenaiv@riori

complex multi-robot teams. We claim that a causal model . . . . . L
approach is effective for anticipating and recovering from many analysis of the possible failure modes in a given applicatio

types of robot team errors, presenting extensive experimenta Physical experimentation ne_a”y always re\{eals some {previ
results to support this claim. To our knowledge, these results show ously unknown fault(s). The inherent explosion of statecepa
the rst, full implementation of a CMM on a large multi-robot complexity [3] for multi-robot teams operating in dynamic

team. However, because of the signi cant number of possible enyironments inhibits the ability of any designer to amtite
failure modes in a complex multi-robot application, and the all possible failure modes in advance.

dif culty in anticipating all possible failures in advance, our . . .
empirical results show that one cannot guarantee the generation ~_ Relatively little research has addressed the issue of fault

of a completea priori causal model that identi es and speci es diagnosis and recovery in large-scale multi-robot tearos.aF
all faults that may occur in the system. Instead, an adaptive robot team, the faults that occur during the course of ofmrat
method is needed to enable the robot team to use its experience toprovide an opportunity for the system to learn about its -envi

update and extend its causal model to enable the team, over time, . - . L
to better recover from faults when they occur. We present our ronment, thereby adapting to it. Based on this key principe

case-based learning approach, called LeaF (for Leaing-based have designed a fault diagnostic architecture for multieto
Fault diagnosis), that enables robot team members to adapt their teams called LeaF (for Leaing-based &ult diagnosis). LeaF
causal models, thereby improving their ability to diagnose and uses a partial causal model for representing possiblesfault
recover from these faults over time. the system. This pre-speci ed partial causal model prawvide
the team with knowledge from the designer in advance of the
application. When a new fault is encountered, the system uses
Mobile robot teams are becoming increasingly useful fa case-based reasoning (CBR) approach to attempt to extract
applications such as security, urban search and rescue,aaelevant recovery action from prior experience. The dausa
autonomous warehousing. These applications require @mpiodel is then adapted to include the new fault information,
coordination among robots performing multiple tasks sush enaking it available for future diagnosis and recovery. The
planning, mapping, localization, formation-keeping, amidr- ability of the system to effectively learn from its own fasilt
mation sharing. For multi-robot systems to be commerciallyakes it a more robust and ef cient team that is better suited
and practically viable, these systems must be efcient arfdr practical application.
robust. However, as these systems involve many subsysterm the remainder of this paper, we rst present a brief review
behaviors, algorithms, and components, and typically atper of related work in Section Il. We then validate the idea ofhgsi
in environments that are highly dynamic, they usually expe-causal model in multi-robot team applications in Sectibn |
rience a high likelihood of some type of subsystem failurdy presenting and analyzing extensive results from a phlysic
Even with extensive system design and testing, breakdowmedot implementation of a complex heterogeneous apptinati
and faults are nevertheless commonplace, as reported ifi7Ja This application was implemented using the causal rhode
recent study by Carlson and Murphy [4] cataloging hownethod (CMM) for a subset of the types of failures that the
unmanned ground vehicles physically fail in the eld. Faultteam was anticipated to experience. Based upon our exéensiv
can stem from a number of sources, including malfunctionsost-experimental analysis, we argue that it will nearlyagls
miscalibration, miscoordination, software errors, lisdtcom- be impossible to anticipate all the failure modes that such a
munications, power failures, and so forth. system could experience. A much more robust solution would
Robustness is a key challenge in the face of uncertaintyénable the robot team to adapt and extend its initial causal
complex, dynamic environments for intelligent agents [13inodel on the basis of experience. In Section IV, we present
The major drawback of most current methods is that thlmur adaptive causal model approach, called LeaF, that emabl
designer/programmer is responsible for accounting for allrobot team to use case based learning to adapt and extend the
possible failures during the design stage. Certainly, thaual causal model provided by the system designer. In Section V,
identi cation, classi cation and analysis of the possilftailts we present some experiments and analyses that illustrate so
that might be encountered by the multi-robot system pravidef the bene ts of the proposed approach. We offer concluding

I. INTRODUCTION



remarks and comments on our ongoing work in Section VIof teamwork and uses model sharing to alleviate inef ciesci
in model representation.
1. RELATED WORK A similar approach is the Causal Model Method (CMM)
[8], which is a model-based approach for fault diagnosis
For |arge—scale swarm I’ObOtiCS, fault tolerance is a m”t'that prede nes a decision graph for detecting and diag@sin
feature of the system, due to the interchangeability of @t proplems that occur during system operation. The CMM was
team members. However, for large-scale heterogeneous robgially designed to address performance issues in sitmat
teams performing complex tasks with many interdependencigpeci ¢ coordination strategies. In this method, the siggt
fault tolerance iS not a bu”t'in feature. An example of a eonhsed for agent coordination must be tailored to meet the
plex heterogeneous multi-robot application we are addr@ssspecics of the current environment and the coordination
in this work is a “locate and protect” application [7], in whi  sjtyations an agent will encounter. Our approach is built on
a heterogeneous mobile robot team must explore and magha@ Causal Model Method (CMM); however, we make several

large indoor environment, detect a valued object, deployngodi cations to the original CMM approach, to make it better
sensor network, and use the network to track intruders withé jited to the multi-robot domain.

the building and protect the valued object. The capalslité
the robots dictate the particular combination of coopeeati [Il. VALIDATING THE CMM IN LARGE-SCALE
and single-robot algorithms and behaviors involved. In our MULTI-ROBOT TEAMS

research, this application scenario involves a complex-com To illustrate the utility of the causal model method for
bination of cooperative and single-robot behaviors, idelg  fault diagnosis and recovery in multi-robot teams, we prese
laser-based localization, path planning, obstacle awgiela our extensive experimental studies using a pre-de nedalaus
vision-based autonomous teleoperation, simple visigetia model for the “locate and protect” multi-robot application
following, and wireless ad hoc mobile communication. Begirst, we provide a brief background on the causal model
cause of the complexity of the behaviors and the operation gkthod and our extensions to apply this work in the multi-
the application in a previously unknown environment, a widghot domain. We then provide results from implementing thi
Variety of pOSSib|e failure modes are possible. approach in physica| robot experiments_

According to a NASA survey conducted by Cavallaro
and Walker [5], the reliability and fault-tolerance efforin  A. Causal Model Method

robotics are application-speci c, with few existing stands The original CMM as described by Horling and Lesser
and protocols for implementing system fault-tolerancee Th6] was de ned as a directed, acyclic graph, written left to
experimental nature of typical mobile robotic equipmend aright, used for organizing a set of diagnosis nodes. Eacle nod
its uncertain interactions with the environment make d#&dai in the graph corresponds to a particular diagnosis with the
modeling for multiple failures, such as the approach used fecision of reasoning increasing from left to right. As the
industrial robotics, dif cult in teams of mobile robots. Bause nodes produce diagnosis, the causal model can be used to nd
of this, most researchers have focused on single instanggre detailed levels of diagnosis to better identify thebpeo.
fault diagnosis systems for mobile robots rather than iplelti The nodes on the extreme right, known as the leaf nodes,
instance failures. provide the most detailed level of diagnosis and are gelyeral
A common approach to fault diagnosis makes use af the sensory level. Other nodes in the model are marked
knowledge-based techniques to reason about the state ofdbdriggerable, meaning that they periodically performpsem
execution, detect anomalies, and to autonomously genarateomparison checks to determine if a fault may have occurred.
recovery plan. Murphy and Hershberger have suggested a tWixe system then checks for deviations from the expectedavalu
step approach: a strategy for classifying sensor failuaes, of the characteristics and if a deviation is detected, a gg i
a recovery strategy. The Sensor Fusion Effects Architectuset for that error. This in turn triggers the diagnosis model
(SFX-EH) [12] for handling sensing failures in autonomouto identify the exact source of the fault. This trigger-dkiag
mobile robots is based on this two-step methodology, usiagtivity is a primary mechanism for initiating the diagriost
extensions to the generate-and-test method to classifydai process.
based on a partial causal model of the sensor/environraskit/t Multiple faults are handled by incorporating a single fault
interactions for the robot. Although work by Long, et al. [11 node that uses the diagnosis of several other nodes for veri-
investigates extending the SFX-EH architecture from alsingcation. The causal model allows easy addition and removal
robot to a small team of distributed robots, the architectues of nodes by the designer depending on the specics of the
primarily designed for single robot sensing fault diagsosi diagnosis required for the system. The designer is alsotdree
Kaminka and Tambe present an approach for monitorimgake the nodes as domain independent as possible. By making
and diagnosis for multi-agent domains called SAM — Sociallthe design as generic as possible, the model can be applied to
Attentive Monitoring [9]. SAM uses social psychology-bdseeach agent or robot with little modi cation. On the other dan
fault detection, in which an agent utilizes other agents astlee design and the precision of the model is also dependent on
source of information for detecting failures. Social diagis is the individual capabilities, the computational power, s®8,
performed by reasoning about failures using an explicit @hodetc., of each individual or type of robot in a multi-robot tea



Fig. 1. Deployment of a sensor robot using assistive navigatihe lead
robot rst guides and then directs the sensor robot into tpsi

Therefore a system can have one or multiple causal models
depending on the team composition Fig. 2. Initial causal model for the deployment behaviors ia lifcate-and-
. . rotect scenario.
To apply the CMM to the multi-robot domain, we made 8
number of modi cations to the original model, including:

Changing the representation to be an undirected graRribing the fault characteristics were de ned for the stue;

enabling the system to incorporate new information anyy the event of a match, a ag was set, diagnosis performed,
where within the causal model; and a corrective action taken. For our implementation, the
Making all nodes triggerable, meaning that every nodgharacteristic set describing the fault was restricted sngle

actively monitors for a variation from known behaviorge ning element — the symptom representing a fault. The
knowledge; symptom was derived from the system exception that was
Representing behavior knowledge by symptoms assogiised when a fault occurred. By comparing the symptoms
ated with the fault, in uence of the fault towards taskof the encountered fault with the existing rule-base, we can

completion, etc., identify the fault.
Incorporating the generate-and-test methodology from the

SFX-EH architecture [12] to help trace faults; and ~ B. CMM Results in Physical Robot Application

Associating corrective actions with each node, consisting This CMM was tested extensively on physical robots per-

of a set of instructions that the robot has to successfuligrming deployments of sensor network robots. The experi-

execute to recover from the encountered fault. ments consisted of repeated deployments of 1, 2, or 3 simple

Using the CMM approach, we pre-de ned a causal modebbots per team. Over the course of the experiment, various
for part of the “locate and protect” scenario, based updailures were encountered, some of which were expected and
our a priori experience in testing and debugging the consome that were totally unexpected. If a deployment failed on
plex heterogeneous robot behaviors of this application. tme experiment, the consequences of that failure were not
particular, the causal model was used for the deploymertrrected, except on rare occasions. Thus, the data réporte
of the sensor network within the mapped building. Due tbhere incorporates propagation of error from one experiment
the limited capabilities of the sensor network robots, th® the next. This is an important difference between single
deployment part of this application involved a complex dfet sobot and multi-robot teams in terms of fault occurrence. In
cooperative behaviors implementing autonomous teletipara these experiments, a total of 61 simple robot deployments
[7], in which a leader robot led a chain of simple sensavere attempted. The experimental data showed an overall
net robots to their deployment positions. An example of thideployment success rate of 60% - 90%, depending upon the
deployment process is shown in Figure 1. environmental characteristics. In other words, for eatdnapt
Because the leader robots in this application were the mast deploying a simple robot, 60% - 90% of those robots

critical to the success of the mission, our causal modeldedu successfully reached their planned deployment positidre T
on recovery actions that enabled the leader robots to recof@metimes) low success rate for deployment was due to the
from anticipated failures. Figure 2 illustrates the impéated large number of failure modes of the multi-robot system,
causal model for this part of the application. This causalhich was composed of several non-trivial modules, ineigdi
model was implemented on the leader robots using a ruleealization, path planning, navigation, helper folloginvi-
based approach that de ned the various possible failureemodsual marker detection, and inter-robot communicationlérélb
represented in the causal model. Table | lists the rules ussdtes the probability of success of each individual module
to recognize the failure states prede ned and implementsis implementation and the overall system probabilitysdzh
for this application, along with the corresponding corirext upon the experimental results. Each component/module is
actions. The comparison monitor used for fault detectios wdesigned to be highly reliable, yet due to the overall intBoa
based on a case-based reasoning structure. A set of ruleshdgween the components, the overall system probability is



TABLE |
RULE-BASE DESCRIBING THE SYMPTOMFAULT RELATION AND THE ASSOCIATED CORRECTIVE ACTION

Behavior Fault Node Symptom Generate-and-test strategy Corrective action
module
Path planning| Goalnotreached Time out in goto goal be{ Perform path planner test Reset path planner and re-attempt
havior gota.goal behavior
Invalid_positions Invalid position informa-| Check starting and goal positions Re-attempt path planning
tion
Bad startingposition| Incorrect starting position] Check starting position information Reset starting position and re-attempt
from initial cong le path.planning
Bad goalposition Incorrect goal position Check goal position from initial con g| Reset goal position and re-attempt
le pathplanning

Localizationerrors

T

Inconsistent pose informar Perform laser test, re-calibrate laser

tion

Check if simple robot is close enough to
goal; if so, change simple robot state to s¢
sor detection and inform human to replace
laser

Inconsistent pose informar Request human user to check the transReset algorithm and re-attempt behavior|
tion lation algorithm for logical inconsis-
tencies

=}

Translationerrors

Invalid_map

Map not found

Perform map test

Request human operator to replace mag

Bad.Initialization

Incorrect starting position

Test position values

Reset starting pose values

Faulty_sensor

Bad sensor readings

Perform sensor test

Alert human to replace sensor

Teleoperation

Camera error

Image not found

Perform camera tests

If fault persists, leave simple robot(s) i

wait state, send camera failure feedback|to
human operator and return home
Establish communications with simple Check if simple robot is close enough t
robot and instruct it to perform motoy goal; if so, change simple robot state
tests sensor detection, and return home

Lost follower Missing robot

o O

Motor_problems Motor test failed Perform simple robot status check | Change simple robot state to sensor detgc-

tion and proceed

TABLE I

in these rigorous experiments was 91% (over 45 trials). Note
OVERALL SYSTEM SUCCESSRATE, AVERAGED OVER45 TRIALS

that this success rate is higher than the predicted sucatss r

Module Subsystem Experimental for the multiplied probabilities of localization, path plaing,
- Success Rate| Success Rate and navigation (which would be 78%). The reason for the
PL;?laII;T:r:Ir?i?]g 5 9%8(250 improved leader performance is primarily because the local
Navigation 0.95 (est) izatiqn errors are.transient; since we are using a MonteoCarI
Follow Helper 0.78 (est) localization algorithm that can account for transient esro
'%afker D?‘te?'on 8-3? the single leader robot is able to nd its way back home even
ommunication ' when occasional localization errors occur. However, witen t
Complete System  0.54 (est.) 0.67 (2-robot depl.) lead bot is i h f deplovi . | b
0.48 (1-robot depl) eader robot is in the process of deploying simple robots,
0.59 (combined over all trials even these transient localization errors can cause prablem
Helper Robot _ due to the resultant erratic motions of the leader robot.sThu
returning home 0.91 (over all trials) even though the leader robot does not often end up lost

due to localization errors (i.e., it does better than the 83%

reported in Table Il), the following simple robots can get
only around 59%. In order to make each component highignfused due to sharp, erratic turns, thus leading to team-
reliable, each component must be able to identify, rec&ynigvel deployment errors due to lost simple robots. In angcas
and recover from errors. because the leader robots are able to make it back home, and

Most importantly, however, was the success rate of thgcause in this application the simple robots are plentifig

helper robots in making it back to the home base agverall application success was relatively high. We believ
tonomously. Despite the limited number of failure stategpiese experiments validate the utility of the causal model f
identi ed and implemented in this causal model, the succeggactical multi-robot applications.
rate of the helper robots making it back home autonomously



IV. LEAF: AN ADAPTIVE CAUSAL MODEL APPROACH of the causal model. Since all nodes of the causal model have

The analysis of the post-experimental data highlighted cé& action associated with them, when the cause for a fault is
tain unexpected faults that the system was not equippeddgfermined, the corresponding corrective action in thesglau
handle, such as certain types of communication failures aftpde! is selected and executed.
navigation challenges due to the shape of the oor boarding©f course, when unknown faults occur, the prede ned
(causing some of the simple robots to sometimes get hup@gsal model is madequqte for fault diagnosis anq recovery
when moving close to certain walls). While such failures doulJSing case-based reasoning, a new fault can be diagnosed by
be added manually to the causal model, this is potential§entifying its similarity to one or several previously st ed
an in nitely iterative process due to the uncertain inteime faults stored in the causal model and by adapting known
dynamics of the environment and the robot team. Our expepRIUtions, rather than working out a new solution from stirat
ence convinces us that it is unlikely that the human desigri8rOUr approach, each capable robot maintains a copy of the
will anticipate and incorporate every possible fault thae t causal model (perhaps in collaboration with its teammates)
multi-robot system may encounter. Thus, the multi-robatite and the LeaF learner, and attempts to |d§nt|fy the new fhult.
can achieve a much higher level of robustness if it is able #3e event the LeaF learner cannot classify the fault, thetrob
autonomously adapt its causal model based on experienceSommunicates the relevant information to a human operator

Our LeaF adaptive causal model approach uses a case-b48e@ssistance in updating the causal model. _
learning algorithm to adapt and categorize a new fault ad ad 1N identi cation of 5|m|If';1r|t|es between faults is acheel/
it to the causal model for future use. Figure 3 shows the Le4iNg Armengol and Plaza's technique called Lazy Induction
architecture, which combines typical robot control preess ©f Descriptions (LID) [1]. LID builds a symbolic similaritgle-
with modules for adaptive fault diagnosis and recoveryhis t scription,similitude[2], for the fault, nding the best match to
architecture, theBehavior Control Module(BCM) contains ©ON€ Or more nodes in the causal model. Unlike other distance-
application-dependent behaviors that enable the robotto 22s€d approaches for CBR, similitude measures the relevanc
complish its objectives within the given application. Treult-  P&tween faults using relations among entities, rather tisarg
tolerance Module(FtM) is responsible for fault diagnosisarbitrary distance metrics. LID identi es relevance by ynl
and recovery, and learning to adapt the causal model frglecting the nodes vx_nth similar charat_:tensﬂcs to thathef _
experience. Due to space limitations, we focus here on tRBcountered fault. This approach provides a better reagoni

adaptive causal model approach incorporated in LeaF. for fault diagnosis and reduces overall system complexity a
the time spent in fault diagnosis.

1) Overview of LID: We rst describe the formal frame-
work for LID, summarizing [1] and adapting it to our multi-
robot domain. We then apply this technique to our multi-tobo
team application, giving an example of how LID enables us
to create an adaptive causal model.

For our domain, we de ne the problem spad®, as the
set of all possible fault descriptions that can be encoedter
by the system over the duration of the experiment, and
the relationships between these fauRs.includes the faults
that are identied by the designer before experimentation
as well as those that are encountered during testing and
experimentation. Speci callyP=<V; E> , where the vertices
V = ffq;fo;f3;f4;::fmg represent faults and the edges
E = ff f1,fo0,ff1;f30;ff2; T30, 1f;;f; gg represent rela-
tionships between the faults, according to the causal model
Typically, fault relationships indicate increasing (orcceas-
ing) order of specicity in the fault description. Also, a

Fig. 3. Architectural details of LeaF. path (fi;f;) is dened as the sequence of inter-related
nodes going from nodé; to nodef;. In most applications,
some faults occur more commonly than others. To prioritize

A. Fault-tolerance Module (FtM) faults, we associate a weight, called the probability of oc-
The fault-tolerance module consists of two main blocksurrence (x;y), with every edge of the CMM, represent-
— CMM and the Learner. The CMM block contains théng the probability of faultx being best explained by spe-
Diagnosis and Recoverysub-modules, and are based on adi ¢ fault descriptiony. The cumulative outgoing probability
extended version of the SFX-EH architecture [12] to diagnofrom any node sums to 1. All the edges in the CMM are
the failure. Using SFX-EH, the robot generates tests abaither initialized with equal probabilities of occurrence
the possible cause for failure, analyzes the resulting dath are initialized based on data from a training phase. These
attempts to diagnose the failure by comparing with the nodpsobabilities are continually updated based on experiezice



run time. Finally, we de ne a path weightV( (fi;f;)), by causal model. As we mentioned above, currently for LeaF the
multiplying the individual probability of occurrence fovery characteristic of most signi cance is the symptom assedat
edge involved in traversing from starting nofdeto nal node with each fault. (Future work involves analyzing the fauits

f;. Interpreting Table | and Figure 2 in this context, we cathe system to possibly design a more dynamic heuristic.)

de ne the vertex set for our multi-robot test application\as  The process of identifying relevant characteristics cargs

= f Goal.not reached, Invalidpositions, Badstarting position, until the cases are pruned to just one case that provides the
Bad.goal_position, Localizatiorerrors, Translationerrors, In-  most speci ¢ reasoning for the encountered fault. Algarith
valid_-map, Badinitialization, Faulty.sensor, Camerarror, cally, this is determined by checking for one of two termioat
Lostfollower, Motorproblems, UnexpecteBnvironmental- criteria, as follows: (1) if there exists at least one leafi@mo

behaviog . (fk) in the similarity spacefy 2 D¢, or (2) if adding further
The solution setS, is the set of all corrective actions forcharacteristics of; into D; does not produce a leaf nodlg.
the corresponding fault from the problem set. Speci calyr When the termination occurs due to the second criterion it

fs1;S2;83;84; 111, Sm 9, wheres; is the corrective action asso-means that system is unable to build a structural similarity

ciated with faultf;. For a system consisting of robots, the between the fault; and any of the leaf nodes of the causal

sample case bas€, is de ned asC = fCy;C;; Cs;::::C,g, model. In this case, assuming problémbelongs to a subset

whereC; = f(Pj;Sj)g, andP; is the problem space de nedof V;, then8i 2 D¢;9 noi 2 Dy such that is a leaf node.

for robotR; having a solution set d; . For the LeaF system, Then, in order to prune the candidate cases down to just one

P; represents all nodes and edges of the CMM for rdRpt most relevant case, we apply a diagnosis algorithr® toas

and S; constitutes the corrective action associated with tieketched below.

nodes in the CMM for that robot. _ _ : _
The collection of terms () de ne the characteristics of the Algorithm 1 Sketch of the Diagnosis algorithm for LID

fault, f;, sorted in terms of their relevance. We de né¢f ) = (adapted from [1])

ol 1, 2;::], where 1 ,;:: are the fault characteristics 1: For faultf;, givenD¢ andV, do the following:

andg is the application-speci ¢ sort function de ned by the 2 While Dy 6 ; do

designer. To classify the encountered falylt,the adapted LID 3:  Find edge i f ) with highest (f;;fq)

builds a “similarity space”, called; . The similarity space 4  Replace faulf; with selected nodé.

is formed by grouping all vertices from the causal model>: Build new Dy based on previously de ned criteria for

containing only the most relevant terms of the encountered  Similarity space.

fault, f; (where “relevant” is determined via a user-de ned 6 if 9 a leaf nodef 2 D¢ then

distance metric). We de nd®; for fault f; asDs = ff,j 7 Diina = ffkg and exit.
f 2 V: (fi)\ (fx) 60g. 8 else
For LeaF, we currently restrict the characteristic de nthg % Calculate and store path weight tg and remove
problem to a single term that represents the fault symptom — nodefq from D¢ ; Df = Dy f fq0.
i.e., = fproblemsymptomg. Hence, for LeaF, the similarity 10:  end if

space is simply the set of all vertices in the causal model thiL: €nd while

have the same symptom as the encountered fault. To illastrd®: Retrievefy as the diagnosis, which is node with highest
the concept of similitude, consider a scenario in which a Path weight; i.e.Dfina = ffq:max(W( (fq;f«)) 0.
helper robot encounters a fauit, while teleoperating a simple 13: if (Dina = froot ) then

robot. This fault has the symptom,= f*“inconsistent pose 14: Refer to human operator for classi cation. (i.e., the fault
info’g. Applying the above criteria to the Table I, the gen- could not be classi ed.)

erated similitude termD; , is given byf Localizationerrors, 15 end if

Translationerrorsg.

In order for the robots to diagnose and recover from a fault, The goal of the diagnosis algorithm is to identify the leaf
it is not enough to identify a set of similar cases. The soluti node that best diagnoses the encountered problemThe
should be similar to the problem in aspects that are impbrtarst step in the algorithm involves selecting the edge witle t
to the current task. In order to identify the relevance of th@ghest probability of occurrence for the observed symptom
elements in the similitude set, LID uses a top-down strate@nce the edge is identi ed, the next step involves replatireg
that determines which of the characteristics present in tharrent problemf;, with the nodef 4 of setD¢ . Once the node
fault are the most discriminatory. This is then used to builid; is selected, to ensure that the diagnosis is proceedinggin th
the similarity spaceD . The process of using only the mostight direction, the generate-and-test strategy assmtiafith
discriminatory characteristics eliminates unrelatedesaand f is executed (e.g., refer to Table I) to verify that the curren
narrows down the similarity space to contain only the mosertex is descriptive of the actual problem being expegenc
relevant cases to the encountered fault. Unlike the origindssuming so, then we recursively reapply the LID strategy to
method, which builds a dynamic heuristic, the lack of pricthe problem. (Note that this process of generate-and-tebt a
knowledge of the distinct similarities between faults fsc the recursive application of LID is part of the complex Step 5
us to predetermine the most important characteristics dior cof Algorithm 1; due to space limitations, we have greatlysim




TABLE Il
EXTENT OF LEARNING EXHIBITED BY THE SYSTEM MEASURED IN TERMS
OF THE TIME TAKEN TO DIAGNOSE FAULTS

pli ed this step in the algorithm sketch.) The recursive qes
is repeated until either a leaf node is eventually diagnased
until all structurally similar nodes in the CMM are explored
If a leaf node is identi ed, it is selected as the nal diagi®s [ Fault name Trial Time (secs)| Time (secs)
and its associated recovery action is executed. In the event number | for CMM for LeaF
that the recovery action does not solve the encountered fapi@t 13" ! a4 45
the strategy resumes the diagnosis process by retracingla e 2 44 41
of abstraction from the last known diagnosis and re-apglyin
Step 5. If the system is unable to diagnose a leaf node, then
the node from the similarity space having the next highest pa 7 v} 37
weight is selected as the next diagnosis node. If the system
is unable to build a similarity space for the encounteredt,fau
the robot transfers control to a human for further analysis. camera faiiure due o envii 1 360% 65
2) Updating the case basé@Vhen a fault is encountered in| ronmental changes
the system, two stages are involved in the recovery process
First, the system diagnoses the fault, and second, useful
information is extracted from the fault for future use. Ugthe 3 360+ 17
LID technique for identifying similitude enables us to cioles
only the most relevant cases to the encountered fault. This
enables us to quickly and accurately narrow down the nodes
responsible for the fault. To incorporate information ow ththe experiments using LeaF, the probability values assamtia
current fault, we update our original case set based on nlew nith fault likelihoods of occurrence were initialized to be
evant information extracted from fadlt. Let = Dysing . The equal, but were updated with experience; subsequent trials
updated vertex set is represented/dss ff1;f,;f3:f0g[ made use of the updated values. Table Ill compares the time
and the edge set is updated to hold any new relation betwédaken for fault diagnosis for these two distinct systems, on
the newly added node and existing nodes. physical robot teams. Note that these times represent thke to
Once the appropriate action has been executed and the dige spent by the robot in fault diagnosis, from the time the
base updated, the robot coordinates with other team memb@xtgeption was raised to the time the solution is identi eat, f
regarding the newly diagnosed fault. Information is exgjeah the given experiment. The comparison is detailed based on
as needed to ensure that all team members maintain curi@ygtem performance for two distinct faultgulty laser and
causal model information. camera failure due to environmental changBsom Figure 2,
Compared to other traditional methods for case-based-leaye can see thaaulty laseris a known type of fault (i.e., a
ing, LID is desirable for the multi-robot environment besau special case ofaulty senso), whereascamera failure due to
of its ability to identify structural similarities betweerases. environmental changesas not been previously encountered.
For multi-robot fault tolerance, combining the causal miodd0 experimentally create these errors, either the laser was
with LID provides us with a reliable and effective method fogovered (causing théaulty laser error) or the lights were
fault identi cation and classi cation. One of the disadtages turned off (causing th&amera failure due to environmental
of using the causal model on its own is that every possib#®angeserror). From the results we see that the CMM system
relation between faults needs to be explicitly de ned. Bperforms comparably with the LeaF system in the case of the
adding LID to a base causal model, we can recombine, redirégown fault. However, we note that the time for the LeaF
and even add new nodes or faults to the causal model. Tdiagnosis decreases from trial to trial, due to the incregsi
exibility of the model means that we can classify previgus| probability of occurrence of this particular fault in thesggm.

3 45 40

5 45 35

2 360+ 32

unknown faults within the scope of the leaf nodes. On the other hand, the disparity in system performances
is clearly indicated in the event of a previously unknown
V. EXPERIMENTATION AND ANALYSIS fault. The CMM system is unable to provide any useful

To test the capability of the adapted LID algorithm, weliagnosis even after a long time intejalvhereas the LeaF
apply it to the autonomous teleoperation task of the “locagystem shows progressive improvement over time. Once LeaF
and protect” multi-robot application described in Sectldn identi es the new error, it adds a new edge in the CMM, thus
using physical robot team members. Recall that the goaleof tieducing the time taken for subsequent searches.
leader robot is to autonomously teleoperate the simpletsobo Table IV shows the adaptation of the probability values in
in an indoor environment in the presence of faults. The mbdhe second fault case (i.e., camera failure due to envirataethe
make use of an initial CMM (see Figure 2) that is providedhanges when the lights are turned off), along with the
to the system. time taken to diagnose the fault. The data shows a rapid

The rst set of experiments is aimed at showing the diagn@hange in the probability values corresponding to the mszd
sis time advantage of the adaptive causal model approach of
LeaF when compared to the non-adaptive CMM approach. IrfTo save battery life, we halted the trials after 360 secorictiagnosis.



TABLE IV
PROBABILITY ADAPTATION FOR ENVIRONMENTAL STATE CHANGE (LIGHT BEING SWITCHED OFR

Fault name Trial No. of faults | Starting proba- | Ending proba- | Time taken to di-

number bility (%) bility (%) agnose fault (secs)
camera failure due to environmental changesl 5 0 33 65

2 5 33 47 24

3 6 47 63 17

4 4 63 76 17

5 6 76 84 17

6 2 63 88 17

likelihood of this particular failure occurring. While thimay and on physical robots, using these new metrics we have
be desirable in the case of permanent environmental stdeveloped.
changes, it also has the potentially negative effect ofingus
the team to forget the fault probability pro le for the previs
environmental state (i.e., when the lights are on). Ouresurr [l E. Armengol and E. Plaza. Lazy induction of descriptioasrelational
. . I . case-based learning. In P. Flach L. De Raedt, edilachine Learning:

wor_k is extending LeaF to handle these distinct operatlonal EMCL 2001 Lecture Notes in Articial Intelligence, pages 13-24.
environmental states when the fault pro les are different. Springer-Verlag, 2001.

Another limitation of the current approach is its inability ~[2] E. Armengol and E. Plaza. Similarity assessment for ratali€BR. In

- Case-based reasoning research and development: ICCBR 2@@fure
solve for undiagnosed faults that cannot be mapped to any of .\ " i cial Intelligence, pages 44-58. Springeridg, 2001.

the existing ones under the causal model, i.e., the ena@mehte [3] E. M. Atkins, E. H. Durfee, and K. G. Shin. Detecting andacting

case lies outside the existing solution set. Currentlys thi to unplanned-for world states. IRroceedings of the 14th National
ituati is handled bv t ferri I ilable infoti Conference on Arti cial Intelligence (AAAlpages 571-576, 1997.
Situation Is handled Dy transierring all availablé INTOLA 41 3 carlson and R. R. Murphy. How UGVs physically fail inetheld.

to a human for further evaluation. Other autonomous methods |EEE Transactions on Roboticg1(3):423-437, June 2005.

are currently being investigated to overcome this limitati ~ [5] J. Cavallaro and I. Walker. A survey of NASA and militanastiards
on fault tolerance and reliability applied to robotics. Rroceedings of

AIAA/NASA Conference on Intelligent Robots in Field, Fact8ervice,
VI. CONCLUSIONS and Sp_acepages 282—28(_5, March 1994. . .
In this paper, we have shown how the causal model approad# B. Hotrlmg,IV- LfSSfer, Flit._ Vlncetnt, é\. I?aélz?n, grd P. éumgfn%i; ?:SA
. . ~ i an integral part of multi-agent adaptability. Proceedings o
can be implemented in a Iarge_scale multi-robot team and Information Survivability Conference and Expositiggages 211-219,
successfully enable the team to diagnose and recover frem pr  2000.
de ned errors. We presented results from extensive physic&/l A. Howard, L. E. Parker, and G. S. Sukhatme. Experimenth witarge

. . . . . heterogeneous mobile robot team: Exploration, mapping, giepat,
robot implementations that illustrated the e.ffe.ctlverﬂfsﬂ?ls and detectionInternational Journal of Robotics Reseay@b:431-447,
approach. To the best of our knowledge, this is the rstimple  2006.
mentation of a casual model for fault diagnosis and recoverl E. Hudligké;]and V. R. Lesser. Modeling and diagnosing prgbleE-solving
: . P system behaviolEEE Transactions on Systems, Man, and Cybernetics
in a complex multi-robot appl|qat|_on. W(_a then argued thaF 8 17.407-419, 1987.
static causal model approach is insuf cient for guaramtgei [9] G. A. Kaminka and M. Tambe. What is wrong with us? Improving
robust solutions, since it is practically impossible to-desne robustness through social diagnosisPiloceedings of the 15th National

. . i S Conference on Arti cial Intelligence (AAAlpages 97-104, 1998.
all possible error modes in a complex _multl robot appliwati [10] B. Kannan and L. E. Parker. Fault-tolerance based nsefoc eval-
We presented our approach for adapting causal models baseduating system performance in multi-robot teams. Aroceedings of
on experience, called LeaF, which incorporates extensibns _ Performance Metrics for Intelligent Systems WorksH2q06.

B 1] M. Long, R. R. Murphy, and L. E. Parker. Distributed mdgent
the cgusal mOdeI r.ne_thOd of [6]’ the SFX-EH approach of “‘Eﬂ diagnosis and recovery from sensor failuresPtaceedings of IEEE/RSJ
for diagnosing existing faults, and the LID work of [1] t0  International Conference on Intelligent Robots and Systepages
create an approach that adapts causal models when new fa[ult]sé5og—2'\5ﬂl3- §003-d 5. Hershb Handi o b
. . . R. Murphy an . Hershberger. andling sensing fa#uin

are encount_ered' We presented experlmental data Sh_(?V\ﬂﬂg }ﬁ autonomous mobile robots.The International Journal of Robotics
bene t of this new approach for new robot fault conditions. Research 18:382-400, 1999.

In other related work [10], we have developed applicatiort3] g- Toyzma anfdthG-la-thHﬁgter- |lfcat frst you donA':t lschﬁd ~n
. . P roceedings o e ationa onrerence on I Cla gence
independent m(_etrlcs to measure fault-tolerance for nnul_let (AAAI), pages 3-9, 1997.
teams. The main focus is to capture the effect of intelligenc
reasoning, and/or learning on the effective fault-toleean
of the system, rather than relying purely on measures of
redundancy. Work is underway to further validate the LeaF

approach in extensive experimentation both in simulation
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