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a b s t r a c t

Missing data is common in Wireless Sensor Networks (WSNs), especially with multi-hop communications.
There are many reasons for this phenomenon, such as unstable wireless communications, synchronization
issues, and unreliable sensors. Unfortunately, missing data creates a number of problems for WSNs. First,
since most sensor nodes in the network are battery-powered, it is too expensive to have the nodes re-
transmit missing data across the network. Data re-transmission may also cause time delays when detect-
ing abnormal changes in an environment. Furthermore, localized reasoning techniques on sensor nodes
(such as machine learning algorithms to classify states of the environment) are generally not robust
enough to handle missing data. Since sensor data collected by a WSN is generally correlated in time and
space, we illustrate how replacing missing sensor values with spatially and temporally correlated sensor
values can significantly improve the network’s performance. However, our studies show that it is impor-
tant to determine which nodes are spatially and temporally correlated with each other. Simple techniques
based on Euclidean distance are not sufficient for complex environmental deployments. Thus, we have
developed a novel Nearest Neighbor (NN) imputation method that estimates missing data in WSNs by
learning spatial and temporal correlations between sensor nodes. To improve the search time, we utilize
a kd-tree data structure, which is a non-parametric, data-driven binary search tree. Instead of using tradi-
tional mean and variance of each dimension for kd-tree construction, and Euclidean distance for kd-tree
search, we use weighted variances and weighted Euclidean distances based on measured percentages of
missing data. We have evaluated this approach through experiments on sensor data from a volcano dataset
collected by a network of Crossbow motes, as well as experiments using sensor data from a highway traffic
monitoring application. Our experimental results show that our proposed K-NN imputation method has a
competitive accuracy with state-of-the-art Expectation–Maximization (EM) techniques, while using much
simpler computational techniques, thus making it suitable for use in resource-constrained WSNs.

� 2012 Elsevier B.V. All rights reserved.
1. Introduction detection of anomalies in the environment. In such applications, it
Wireless Sensor Networks (WSNs) are widely used in environ-
mental monitoring applications, in which sensor nodes transmit
raw sensor signals, processed signals, or local decisions to each
other. Oftentimes, some of these sensor values are lost during
wireless communication, due to synchronization problems, sensor
faults, sensor power outages, communication malfunctions, mali-
cious attacks, packet collisions, signal strength fading, or environ-
mental interference (due to, for example, a microwave, walls, or
human blockage). For highly dense WSNs used primarily for data
collection, this may not be a problem. However, in many applica-
tions, the WSN processes data locally within the network in a hier-
archical fashion in order to extract useful information, such as the
ll rights reserved.
can be useful to employ machine learning algorithms distributed
across the network to automatically learn to recognize normal
and abnormal modes of operation. However, most autonomous
learning techniques are not robust to incomplete data, and will
generate incorrect results (such as false positives) when there is
missing data. One solution would be to use a reliable transport
protocol, which requires nodes to re-transmit their data until suc-
cessful. But since sensor nodes are usually battery-powered, data
re-transmission can cost significant additional energy. In addition,
the re-transmission process could delay the decision time when
the processing algorithms are embedded in the network. While
additional nodes could be added to create a dense WSN that relies
on data redundancies to compensate for the missing values, the
extra hardware is more costly, and also adds to the computational
cost of routing path discovery.

A better technique for many applications is to estimate and
replace missing sensor values using a well-suited statistical
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imputation technique. We believe that properly estimating the
missing data should improve the performance of localized reason-
ing algorithms (such as machine learning techniques) and the
overall system in general. Such an approach would also be useful
in WSNs in which every sensor reading is critical and the system
cannot afford to lose any information.

Our work is based on the observation that, in most applications
of WSNs, sensor data in the environment tends to be highly corre-
lated for sensors that are geographically close to each other (spa-
tially correlated), and also highly correlated for a period of time
(temporally correlated). Using this observation, we present a novel
imputation technique for WSNs that takes advantage of the spatial
and temporal correlations in the sensor data. After reviewing the
literature on missing data imputation techniques in Section 2, we
illustrate in Section 3 that utilizing spatial and temporal informa-
tion to replace missing values yields high accuracies with low com-
putational complexity, compared to other imputation strategies
that do not use spatial–temporal correlation. However, this first
study presumes that sensor data correlation is a linear function
of the Euclidean distance between sensors. In practical applica-
tions, this assumption may not be valid, such as WSN deployments
in complex environments in which sensors have environmental
features between them, such as walls, obstacles, hills, and so forth.
Thus, Section 4 presents a novel Nearest Neighbor (NN) imputation
method that learns the spatial–temporal correlations among sen-
sors. This technique does not require an offline analysis of the tem-
poral and spatial sensor data correlations. The proposed method
organizes the temporally and spatially correlated data into a kd-
tree data structure [1]. When estimating missing sensor values,
the NN imputation technique uses the nearest neighbors found
from the kd-tree traversal. Rather than use the Euclidean distance
metric in the kd-tree construction and search, a weighted Euclid-
ean metric is developed to compensate for missing data by consid-
ering the percentage of missing data for each sensor, in a manner
that is more suitable for WSNs. We present results of applying this
technique to a volcano dataset and a traffic monitoring dataset. We
compare our NN imputation technique to an Expectation–Maximi-
zation (EM)-based imputation technique. The experimental results
show that our technique achieves a similar solution quality to the
EM-based imputation, but with much lower computational com-
plexity, making our technique more suitable for use in WSNs.

Our imputation approach is expected to work for both dense
and sparse sensor networks. In dense networks, designers hope
to use additional hardware to compensate for lost information.
When analyzing data, techniques like majority vote or averaging
can be used. Including additional nodes in the network is equiva-
lent to adding more features to a classifier. The ‘‘Ugly Duckling’’
theorem [2] states that adding more features may not necessarily
improve classification performance. With more features, one still
has to decide which (subset) of features to use. Our proposed kd-
tree approach offers a systematic way of finding the useful features
automatically regardless of network densities.

The rest of the paper is organized as follows, we first review the
existing literature in Section 2. In Section 3, we illustrate spatial
temporal imputation correlations. We present our novel Nearest
Neighbor (NN) imputation method and our experimental results
for wireless sensor networks in Section 4. Finally, we conclude
our study in Section 5.

2. Related work

Many researchers working with WSNs (e.g., [3–5]) have
encountered problems with missing sensor data. It is common to
have as much as 40% of the sensor readings to be missing in a
one-hop network and 85% of the sensor readings to be missing in
a multi-hop sensor network [6]. Several solutions have been
suggested to tolerate this error at the communication level, such
as link quality profiling [3] or reliable data transportation protocols
[7]. As previously noted, this type of solution usually requires
retransmitting the lost data, which costs additional transmission
power that is unavailable in resource-constrained WSNs. More-
over, the retransmission process can cause delays in the local sen-
sor node processing algorithms (such as an anomaly detection
decision).

Higher-level algorithms have been developed to estimate miss-
ing sensor data, such as Fletcher et al. [4], who have estimated
missing sensor data using a jump linear system and Kalman filter-
ing. However, these regression models usually require extensive
computation and an offline training process, in addition to large
storage capabilities. Werner-Allen et al. [5] built a simple linear
Autoregressive model to estimate missing values based on col-
lected historical sensory readings.

Although missing data is not a well-studied area in WSNs, many
missing data imputation methods have been developed outside of
the WSN research area, including Nearest Neighbors (NN) imputa-
tion [8,9], Bayesian-based imputation [10,11], and regression-
based imputation [12]. Missing data in general is a well-studied
subject in statistics. Little and Rubin [13] provide an introduction
to statistical missing data imputation techniques, such as Least
Squares Estimates, Bartlett’s ANCOVA, and likelihood-based ap-
proaches. However, these techniques for general missing data
imputation are not suitable for WSNs, due to their high space
and/or time complexities.

Nearest Neighbor (NN) classifiers were first introduced by Fix
and Hodges [14]. Cover et al. have proven that NN classifier risk
is less than twice the Bayes risk for all reasonable distributions
and for any number of categories [15]. Since we use sensor data
that are correlated in space and time, we would expect perfor-
mance better than the worst case scenario.

The NN methods gained popularity in machine learning through
the work of Aha in [16], who showed that instance-based learning
can be combined with attribute-weighting and the pruning of
noisy instances. The resulting methods perform well in comparison
with other learning methods. The use of the kd-tree to improve
nearest-neighbor classification time was introduced by Friedman
et al. [17]. The approach used in this article was directly modified
from the algorithm given by Andrew Moore [18] and Friedman et
al. [17]. Moore, along with Omohundro [19], pioneered kd-tree
usage in machine learning. However, these existing kd-tree data
structures do not consider missing data when constructing the
tree. Furthermore, existing approaches assume all sensors in the
network are the same. Our approach makes the traditional kd-tree
more suitable for WSNs by introducing weighted variance and
weighted Euclidean distance measures, which take into account
the missing data as well as the possible uniqueness of each sensor
in the network.
3. Using spatial–temporal correlation for missing data
imputation

There are two main roles for a sensor node in a WSN: (1) sense
the environment, and (2) gather information from other nodes in
the network. Our missing data imputation techniques are primarily
designed for nodes that gather data from other nodes (i.e., cluster-
heads, data hops, or a sink); such methods are needed for these
nodes, since re-transmitting the missing values via wireless com-
munication costs too much battery life. In addition, re-transmis-
sions may take more time and create synchronization issues.

The formulation of the missing data imputation problem in a
WSN is as follows. Let at

i denote the observation vector made by
sensor node i at time t. When at

i ¼ ‘‘NA’’, it means the observations
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of node i at time t are missing. The missing data imputation prob-
lem is to determine a substitute value for each missing data that is
as close a match to the likely true value as possible. Note that the
missing data problem in WSNs is Missing At Random (MAR), which
means that the probability of the data being missing is indepen-
dent of the data values. However, this assumption does not mean
that the pattern itself is random.

We hypothesize that if the sensor data are correlated in time
and space, this correlation can be used to replace missing values,
and should yield high accuracy. This section investigates the po-
tential of using spatial–temporal correlations for missing data
imputation. Section 3.1 presents our spatial–temporal imputation
technique that is based on the assumption that spatial–temporal
correlation is a linear function of Euclidean distance. For compari-
son, Section 3.2 discusses several alternative simple strategies for
imputation in WSNs that are not based on spatial–temporal corre-
lations. Section 3.3 presents experimental results that compare our
approach with the alternative approaches, showing that using a
spatial–temporal correlation approach to imputation is highly
beneficial. Following this discussion, the next section (Section 4)
relaxes the assumption that the sensor data correlation is a linear
function of the Euclidean distance between sensors, and presents a
new technique that can learn the spatial and temporal correlations.

3.1. Spatial–temporal imputation technique

We have previously designed a simple online algorithm to esti-
mate missing data based on spatial–temporal correlations, as a
function of Euclidean distance between the sensors. (The detailed
algorithm can be found in [20].) The missing data algorithm first
checks if a neighbor sensor node is within the missing sensor’s
sensing range. The observations from the neighbor are used for fill-
ing in the missing values if there are neighboring sensors within
the cluster. This generates a spatially correlated replacement. If
there are multiple neighbors within the sensor’s range, and they
do not have the same readings, the majority reading is chosen.
Otherwise, the last seen sensor reading is used, resulting in a tem-
porally correlated replacement.

The computational space complexity for this simple approach is
O(1), since only one previous observation needs to be stored. The
computational time complexity is O(k), where k is the number of
nodes within the communication range, since the computational
requirement for a sensor node to estimate missing data using this
algorithm is a linear function of the number of nodes, k. Assume
the sensing range is the same as the communication range and
all sensors have the same communication/sensing range. Let r de-
note the radius of the WSN, c denote the communication range or
sensing range of each sensor, and l denote the number of nodes in a
WSN. If r is much larger than a node’s communication range c, then
k is much smaller than l. The worst-case scenario is when k = l. In
typical WSN applications, the sensor nodes are divided into clus-
ters; each cluster covers a local region, and together they cover
the entire environment. Hence, searching within a local cluster of
k nodes is typically not computationally intensive.

3.2. Alternative imputation techniques for WSNs

Due to the constrained resources on the sensor nodes, any
appropriate missing data imputation technique should be simple
and require only limited memory. However, there are many possi-
ble simple strategies for imputation, and it is not clear in advance
which strategy might be best. We have listed several possible alter-
native missing data replacement strategies in the following list.
These imputation strategies have been used to improve the perfor-
mance of localized algorithms for information fusion in WSNs; a
detailed study can be found in [20]. Section 3.3 summarizes some
of the key techniques and experimental findings to illustrate that
using temporal and spacial correlations to estimate missing values
in WSNs yields high performance, and is thus feasible for resource-
constrained WSNs. It is important to note that these simple strat-
egies (strategies 1–5, and 7) have many limitations. They are hard
to adapt to different network topologies and/or different applica-
tions. Therefore, we propose an improved imputation technique
in Section 4.

� Strategy 1 uses the most recent available data to fill in the miss-
ing values (we also refer to this strategy as ‘‘do nothing’’). The
computational complexities for both time and space of this
imputation strategy are O(1) for each node.
� Strategies 2 and 3 replace the missing data by a fixed constant.

Specifically, the minimum non-existing value (e.g., 0) and the
maximum non-existing value (e.g., 1) are used for strategies 2
and 3, respectively. The computational time and space complex-
ities of these strategies are O(1) for each node.
� Strategies 4 and 5 replace missing values by a moving average.

Specifically, strategy 4 uses the mean of the past 5 used sensor
values, including the estimated missing values; strategy 5 uses
the mean of the past 5 observed values, but excluding the pro-
cessed missing values. The computational time and space com-
plexities of these strategies are O(1) for each node.
� Strategy 6 is an Expectation Maximization (EM)-based imputa-

tion technique (explained in more detail below). The computa-
tion time complexity for EM-based imputation is O(nk), where n
is number of observations made by a sensor node. The space
complexity is O(n).
� Strategy 7 fills in missing data by a neighbor sensor node’s read-

ings. If there are no readings available from sensor nodes within
the cluster, the last seen sensor reading is used. The computa-
tional time for this algorithm is O(n), and the space complexity
is O(1).

Strategy 6 is the Expectation Maximization (EM)-based imputation
technique, which is the standard missing data imputation strategy
from the literature of statistics. However, the EM-based imputation
method is computationally intensive both in space and time. There-
fore, it is not practical for resource-constrained WSNs. We never-
theless include this technique for comparison purposes. A detailed
explanation of EM-based imputation is given in [13]. We summa-
rize the technique as follows. The EM algorithm is an iterative pro-
cedure that finds the Maximum Likelihood (ML) estimation of the
parameter vector by repeating the following steps:

� The Expectation step (E-step): Given the mean vector and
covariance matrix for a multivariate normal distribution, the
estimation step calculates the conditional expectation of the
complete-data log-likelihood given the observed data and these
parameter estimates. Specifically, let h(t) be the current estimate
of the parameter h. The E-step of EM finds the expected com-
plete data log-likelihood if h were h(t):
QðhjhðtÞÞ ¼
Z

LðhjyÞf ðYmisjYobs; h ¼ hðtÞÞdYmis ð1Þ
where observation Y ¼ ðYobs;YmissÞ;Yobs represents the observed part
of Y, and Ymis represents the missing part of Y.
� The Maximization step (M-step): Given the complete-data log

likelihood, this step finds the parameter estimates to maximize
the complete data log-likelihood from the estimation step. The
M-step of EM determines h(t+1) by maximizing the expected
complete-data log likelihood:
Qðhðtþ1ÞjhðtÞÞP Qðh ¼ hðtÞÞ; for all h ð2Þ
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These two steps are iterated until convergence, i.e., the log-likeli-
hood does not exceed a threshold value. Note that there is an initial-
ization step before the EM procedure, which fills in a guess for each
missing value. Typically, this initialization step directly impacts the
performance of the EM-based imputation.

3.3. Experimental evaluation of spatial–temporal imputation

To determine the extent to which spatial–temporal information
can improve performance, we have conducted physical experi-
ments to compare these imputation strategies. To fully study the
impact, we must evaluate the approaches both for data that truly
is spatially–temporally correlated, and for data that is not corre-
lated. The following section first discusses common techniques
for determining if a particular set of data is spatially or temporally
correlated. We then discuss, in Section 3.3.2, the performance met-
rics used to evaluate the alternative approaches. Section 3.3.3 pre-
sents results for experimental data that is spatially–temporally
correlated.

3.3.1. Testing for spatial and temporal correlations
To determine whether the sensory values are correlated in

space and time, standard techniques can be used from statistics.
For time correlations, two time-series tests can be used—the
Durbin–Watson (DW) test and the Partial AutoCorrelation Func-
tion (PACF). The DW test determines whether or not the data set
is time correlated, and the PACF gives information on how the sen-
sor data are correlated with each other in time. The value of the
DW statistic lies in the range of [0, 4]. A value of 2 indicates that
there appears to be no autocorrelation. If the DW statistic d is
substantially less than 2, there is evidence of positive serial corre-
lation. On the other hand, large values of d indicate that successive
error terms are, on average, much different in value from one
another, or are negatively correlated.

For space correlation testing, the Pearson correlation coeffi-
cients and R2 testing are used. The Pearson correlation coefficient
is a common measure of the correlation between two random vari-
ables X and Y. Pearson’s correlation reflects the degree of associa-
tion between two variables, yielding values in the range from �1
to +1. A correlation of +1 means that there is a perfect positive
association between variables, while a correlation of �1 means
that there is a perfect negative association between variables. A
correlation of 0 means there is no linear relationship between
the two variables. R2 is a statistical measure of how well a regres-
sion line approximates data points. R2 is a descriptive measure be-
tween 0 and 1, where a value of 1.0 indicates a perfect fit. Thus, the
closer the R2 value is to 1, the better the model.

3.3.2. Performance metrics
In these studies, accuracy is used as the performance metric.

Since we are applying these techniques to localized learning algo-
rithms in WSNs, we supply a machine learning classifier1 with the
imputed data, and measure the mismatch between the classifier’s
categorization and the true category. Accuracy is defined as the
number of correct categorizations divided by the total number of
observations. To ensure a fair comparison, the parameters of the
classifier were readjusted for each replacement strategy until the
best performance is obtained.

In the conducted experiments, our spatial–temporal imputation
technique is compared against the other techniques. To determine
the significance of the differences in the results, the Student’s t-test
is applied. The assumption of the test is that the underlying distri-
butions of accuracies/errors are Gaussian, because of the Central
1 In this case, we used a Fuzzy ART classifier [20].
Limit Theorem—as the number of testing sets approaches infinity,
the distribution of the mean of accuracy/error approaches a Nor-
mal distribution.

3.3.3. Experiment with spatially–temporally correlated physical sensor
data

Our wireless sensor network consists of six Crossbow Motes
[21], in which five serve as cluster members and one serves as a
clusterhead that receives data from the cluster members. We dis-
tribute the five cluster members uniformly around the clusterhead
in a typical office environment. All sensor nodes are within com-
munication range of each other. The cluster members use light
and microphone sensors as input to an on-board learning algo-
rithm that classifies the current environmental state into classes.
All learned classes from the cluster members are transmitted to
the clusterhead through wireless communication. The clusterhead
uses the class labels as input to its own localized learning algo-
rithm. Like most existing classifiers, these localized learning algo-
rithms on each cluster member and clusterhead are sensitive to
missing data. While we only present results from a two-layered
WSN in this experiment, we believe our approach is scalable to
many clusters in a hierarchical fashion, since the localized learning
would take place at each level, based on the class labels transmit-
ted from the next lower layer.

The following experimental results are obtained from three sets
of trials. In each trial, each sensor node has made 6500 observa-
tions. For testing time and space correlations, only the first trial
of collected data is used, since the other two trials repeat the first
trial and the environment settings do not change. For the purposes
of correlation testing, samples with missing values are removed.
All testing results have been made from a data set of approxi-
mately 1500 samples with no missing values.

The sensory data under the lab setting passed the Durbin–Wat-
son test with a value of 0.0059 with 99.5% confidence level. A DW
value of less than 2 indicates there is a high correlation in time. The
DW value obtained from the lab setting is near 0, which is evidence
that the sensory data does have time correlation. The partial auto-
correlations results show that the sensor data has high correlation
with one previous data point, i.e., the lag 1 value is close to 1; how-
ever, there is little association with 2 or more sensory observations
made in the past, i.e., low lag 2–5 values (refer to [22] for more de-
tails on the test results).

To determine space correlation, the correlation coefficients be-
tween the sensors at each observation as well as R2 are calculated.
The Pearson correlation coefficients between nodes show that the
correlation coefficients between sensor nodes are close to 1, mean-
ing that there are high positive associations between sensor nodes.
This study further tested the goodness of fit of the model of one
sensor’s observations replaced by other sensor’s observations. As
an example, the entire observations made by sensor 1 are used
to against the entire observations made by sensor 2 to obtain the
R2 value. The R2 value is almost perfect (close to 1), which means
if sensor 1’s reading is used to replace sensor 2’s reading when sen-
sor 2’s observation is missing, it should result in high accuracy, due
to the model fitness being high. The sensory data under this setting
passed both the time and space correlation tests; therefore, the
sensory data is highly correlated in time and space.

Fig. 1 shows the averaged accuracies and standard deviations of
the different imputation techniques. We applied the Student’s
t-test to the accuracy results for the spatial–temporal strategy
compared against other imputation strategies. The Student’s t-test
confirmed that the differences in these results are statistically
significant, with a confidence level of 99.5%. The spatial–temporal
imputation strategy (strategy 7) outperformed the other strategies.
This is due to the fact that the sensory data in this experiment have
high correlation both in time and space. If the nodes are densely



Fig. 1. Accuracies of different imputation techniques, with the x axis indicating the
strategy number. Error bars indicate one standard deviation. (Refer to the list in
Section 3.2 for the definitions of the strategies.)
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deployed, the readings from nearby nodes are likely to be highly
correlated. The system is able to achieve good performance with
relatively low computational costs.

The experimental results show that the ‘‘do nothing’’ (strategy 1)
has a better performance than a moving average of 5 (strategies 4
and 5), since the sensory data is highly correlated with the past 1
data point, not 5 data points (a high lag 1 value). It is important to
use the correct time model, since it directly affects the imputation
performance. Strategies 2 and 3 just use a fixed value for missing
data, which should not be expected to perform well. The EM-based
imputation technique tries to find the best distribution for the
observations in terms of likelihood; therefore, it has a relatively high
accuracy. However, since the EM-based imputation is computation-
ally expensive in both time and space compared to other strategies,
the performance gain does not have a clear advantage. In summary,
the proposed simple imputation algorithm (strategy 7) works the
best because the correct temporal and spatial models were used.

In previous work [22], we also explored the use of a spatial–
temporal imputation technique for data that is not spatially or
temporally correlated. Our findings showed that all of the possible
imputation techniques perform poorly (around 30–40% accuracy)
when the data have no correlations in time or space. Thus, since
the proposed spatial–temporal imputation approach performs well
with data that is time/space correlated, and no worse when the
data is not correlated, it is the preferred method for imputation
among the methods listed thus far.

Of course, as previously noted, this simple method is based on
the assumption that the sensor correlations are proportional to
the Euclidean distance between sensor nodes—an assumption that
often does not hold. The results from this section show the impor-
tance of using the correct time and space models for the given
application. An alternative approach would be to change the local-
ized decision algorithm (e.g., learning classifier) to learn the pattern
of missing data; however, we have shown that this approach does
not result in satisfactory performance [22], primarily due to the fact
that the missing data pattern varies too much. An ideal approach,
then, is to enable the network to learn an accurate time and space
correlation model for the current application. The next section dis-
cusses our approach for learning the correct time and space corre-
lation model.
4. Nearest neighbor missing data imputation for WSNs

As shown in the previous section, environmental data tends to
be correlated in space and time. Therefore, searching among nearest
neighbors whose values are spatially and temporally correlated
yields good performance. In the previous spatial–temporal missing
data technique, the system makes use of the spatial property of the
WSN to impute the missing sensor value with the most common
sensor reading within the same cluster. If no spatial data is available
at the current time instance, the algorithm uses the missing sensor’s
latest known value (using the temporal correlation assumption of
the environment). However, the previous spatial–temporal imputa-
tion approach possesses some shortcomings. First, the correct time
and space models have to be used in order for this technique to have
good performance. Additionally, the time and space correlation
tests must be performed offline. Further, it requires a brute-force
search on available time and space correlated data, which can be
expensive as the data size increases. Finally, the approach assumes
sensors within a cluster have the same sensor readings, and the sen-
sor value correlations are proportional to the Euclidean distances
between the sensors. However, these assumptions may not be true
in certain environments. For example, Fig. 2 shows sensors 1, 2 and
3 deployed in two offices. Even though the Euclidean distance be-
tween sensors 1 and 2 is less than the distance between sensors 2
and 3, the sensor correlation between sensors 2 and 3 is higher than
the sensor correlation between sensors 1 and 2, since sensors 2 and
3 are located in the same room while sensors 1 and 2 are located in
two different rooms.

This section presents an automatic and efficient Nearest Neigh-
bor (NN) imputation technique for missing data in WSNs that
learns the correct time and space correlations between sensor
nodes. The K-Nearest Neighbor (K-NN) method is a common
imputation method, in which K candidates are selected from the
neighbors such that they minimize some similarity measure [22].
The K-NN imputation approach has many attractive characteristics
[24]: (1) it is a non-parametric method, which does not require the
creation of a predictive model for each feature with missing data;
(2) it can handle both continuous and categorical values; (3) it can
easily deal with cases where there are multiple missing values; and
(4) it takes into account the correlation structure of the data. The
most important characteristic is its capability of using auxiliary
information, such as space and/or time correlation between sensor
node values. As already shown, using spatial correlations to impute
missing data can yield high performances.

In WSN applications, to is important to find the closest match
for missing values efficiently. Thus, our approach uses an efficient
data structure for nearest neighbor imputation—the kd-tree [25].
The kd-tree is one of the earliest and most popular data structures
used for NN retrieval. The kd-tree improves the previous spatial–
temporal missing data imputation method by automatically learn-
ing the sensor data correlations in time and space. The advantages
of using a kd-tree to store the sensor data are that the tree building
process is data-driven, and the search process for each observation
vector is localized, with a computation time of Oðlg nÞ, where n is
the size of the training data. In the designed WSN sensor imputa-
tion process, a kd-tree is able to capture the spatial–temporal cor-
relations automatically without human supervision; hence, human
operators do not need to have any initial knowledge of the envi-
ronment or of the sensor network deployment.

As illustrated in Fig. 3, the overall imputation procedure works
as follows. First, there is an initial training period in which each
data gathering node constructs a kd-tree using an initial dataset.
Traditional approaches to kd-tree construction use variance and
Euclidean distance to split k-dimensional data, with the underlying
assumption that all dimensions have equal weights. However, in
WSNs, some parts of the region may have more missing values
than others, resulting in computed variances not correctly repre-
senting the true distribution. Therefore, the system should also
consider the missing rates in building the kd-tree. To address this
problem, we propose the use of weighted variances and weighted



Fig. 2. Correlations between sensors are not necessarily proportional to their Euclidean distance. Sensors 1, 2 and 3 are deployed into two offices. Even though the Euclidean
distance between sensors 1 and 2 is smaller than that between sensors 2 and 3, the sensor correlation between sensors 1 and 2 is lower than the correlation between sensors
2 and 3.

Fig. 3. Overall view of the NN imputation approach. Top: The training procedure for constructing the kd-tree. Bottom: The imputation process when part of the current
observation values are missing. The imputation procedure is a NN kd-tree search.
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Euclidean distance measures, which are calculated as a function of
the missing data rate for each dimension. These weight factors are
then used to control the order of dimensions to be searched.

After the kd-tree is fully constructed, it can be used for online
imputation. When the current sensor node data has missing values,
the algorithm searches for its nearest neighbor(s) by traversing the
kd-tree and replacing the missing values in the current sensor node
data with the nearest neighbor values. The kd-tree search uses a
weighted Euclidean distance that we develop to find the nearest
neighbor values. Finally, the observation instance with no missing
values can be used in the localized reasoning algorithm (such as a
machine learning classifier).

The main contributions of this imputation method are twofold.
First, a K-NN missing data imputation technique is developed that
enables the system to take advantage of space and/or time correla-
tions in the sensor data. Second, a weighted dimension ranking
procedure is defined to make the kd-tree data structure more suit-
able for missing data in WSNs. The following sections describe this
approach in more detail.

4.1. The kd-tree construction

The kd-tree is a multidimensional data structure that decom-
poses a multidimensional space into hyper-rectangles. The con-
structed tree is a binary tree in which each node of the tree
corresponds to a hyper-rectangle. Stored with each node are the
following fields: splitting dimension number, splitting value, left
kd-tree, and right kd-tree.

The procedure for constructing the kd-tree takes as input a
training set X, where X contains n observation vectors made by
k sensor nodes from time 1 to time tn. Each vector has k-dimen-
sions, and each dimension corresponds to one sensor node in the
WSN. The kd-tree construction procedure then returns a kd-tree
storing the training data X.
One caveat to this construction process is that the training set X
does not contain all training instances, but only those training in-
stances that contain complete (i.e., no missing) data. Since incom-
plete data is not useful for imputation, adding them into the tree
would slow the search time. Therefore, only complete data in-
stances are used during construction of the kd-tree. This approach
assumes some reasonable upper bound on the percentage of miss-
ing data.

The conventional kd-tree data structure is constructed by split-
ting the dimension with the largest variance first, based on the
training data. This is justified by realizing that, in general, the sen-
sor with the largest variance may have the most influence on the
classification process. Since the tree search time can be greatly re-
duced by starting from the dimension that varies the most (i.e., the
largest variance) and skipping dimensions that do not change
much, the typical kd-tree is built so that dimensions with the larg-
est variance are at the top of the tree. The variance r2 is defined as
follows:

r2 ¼

PN
n¼1x2

n �
PN

n¼1xn

�2
� �

N

N � 1
ð3Þ

where x is a sensor’s readings and N is the size of the dataset. How-
ever, with missing values in a WSN, the kd-tree construction pro-
cess also needs to account for missing values in a particular
dimension. If the system uses an inaccurate estimation of the vari-
ance to construct the kd-tree data structure, then searching for the
nearest neighbor takes longer. Our approach accomplishes this by
weighting the variances of the sensor node data according to the
percentage of missing data. These percentages are determined by
analyzing the original training input that contains both complete
and missing data.

The weighted variance of dimension k can be viewed as a scor-
ing function for dimension k, in which the score is proportional to
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the variance and inversely proportional to the percentage of miss-
ing data. Thus, as the variance increases, the score increases as
well; and, as the amount of missing data increases, the score de-
creases. Our approach is to set the weight of dimension k to:

wðkÞ ¼ ð1�MkÞ ð4Þ

with the score of that dimension set equal to rk �wk, where rk is
the variance and Mk is the percentage of missing data for sensor
k. This score function automatically accounts for both missingness
and variance values. Note that the actual function may depend on
the application; system designers can choose a different weight
function if desired.

After choosing the split dimension, the system needs to deter-
mine the splitting value. Generally, it is good to choose the split
to be in the middle of the points along the splitting dimension.
There are many ways to accomplish this. Splitting at the median
ensures a balanced tree. Splitting at the mean results in square hy-
per-rectangles, but may lead to an unbalanced tree. An unevenly
distributed tree can result in long and skinny hyper-rectangles.
Our approach chooses the splitting value to be the mean, ls, of
the training observations of the splitting sensor, since it can be eas-
ily determined by the distribution of the data. Thus, during the
training process, the training vectors in X are recursively split into
two subsets. One subset contains observations smaller than the
splitting value ls, the other contains the observations larger than
or equal to the splitting value ls. The splitting value ls is stored
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Fig. 4. An example illustrating the use of th
at the root and the two subsets are stored recursively in the two
subtrees.

We now give an example to illustrate the importance of using
weight factors for missing data in a WSN during kd-tree construc-
tion. Suppose there are two sensor nodes observing the environ-
ment. The system collects a set of 2-dimensional data points over
time (shown in Fig. 4a), where dimension/sensor x has a variance
of 4.62 and dimension/sensor y has a variance of 1.64. Sensor x
has a larger variance than sensor y. Therefore, the kd-tree first
splits dimension x, then dimension y when no weights are used.
Suppose sensor y has approximately 52% missing values at both
the beginning and the end of the data collection period. A new
kd-tree constructed by using the remaining data instances with
no weights included is shown in Fig. 4b. With no weights included,
the new variances become 0.39 and 0.58 for sensors x and y,
respectively. The new kd-tree first splits dimension y, then dimen-
sion x. However, this split is not consistent with the complete data
case. This is because sensor y has missing values and its variance
obtained from incomplete data is different from the complete data.
By adding weights (i.e., w1 = (1–0%) = 1 and w2 = (1–52%) = 0.42),
and reconstructing the tree, the splitting order of the kd-tree is
changed back to its original form (see Fig. 4c). The final scores
(weighted variances) are 0.39 � 1 = 0.39 and 0.42 � 0.58 = 0.28
for dimensions x and y, respectively. In this manner, the con-
structed kd-tree is more likely to resemble the true distribution
of the sensor data.
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The detailed kd-tree construction algorithm is given in Algo-
rithm 1. The developed implementation closely follows the algo-
rithm that is presented by Friedman in [17], except for the added
CHOOSESPLIT function. The developed CHOOSESPLIT function
chooses the splitting order based on weighted variances instead
of unweighted variances.

Algorithm 1. BUILDKDTREE (X)

Input: A set of observations X, and a weight vector w.
Output: a kd-tree storing X.
1:
 if X is empty

2:
 return NULL.

3:
 end if

4:
 if X contains one observation

5:
 return a leaf storing this observation.

6:
 end if

7:
 s  CHOOSESPLIT (X, w), where s is the splitting

dimension.

8:
 ls mean of dimension s.

9:
 pLeft  fx 2 X : xs < lsg.
10:
 pRight  fx 2 X : xs P lsg.

11:
 kdLeft  BUILDKDTREEðpLeftÞ.

12:
 kdRight  BUILDKDTREEðpRightÞ.

13:
 return kd-tree with fields ½s;ls; kdLeft; kdRight�

CHOOSESPLIT (X, w)
1:
 r  get variances of all dimensions in X.

2:
 score  apply weights to all variances (i.e., ri �wi).

3:
 return j  dimension of the max score.
4.2. Nearest neighbor imputation

When the current observation has missing values, the devel-
oped NN imputation algorithm is activated. The imputation works
as follows: First, find the current observation’s closest match in the
built kd-tree by using a NN search algorithm. Then, fill in each
missing value with the corresponding value in the best match
found. This approach is called a hot-deck imputation technique
[24], and is one of the most commonly used missing data imputa-
tion techniques, in which missing values of incomplete records are
filled in using values from similar, but complete records of the
same dataset.

To find nearest neighbors, a NN search algorithm makes use of a
pre-specified distance metric. The conventional distance used is
Euclidean distance, defined as follows:

dðxi; xjÞ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXK

k¼1
ðxðkÞi � xðkÞj Þ

2

r
ð5Þ

where, xi and xj are two data vectors with K-dimensions. The aver-
age squared distance between objects across all K-dimensions is gi-
ven by:

bD ¼ 1
N2

XK

k¼1

XN

i¼1

XN

j¼1

ðxðkÞi � xðkÞj Þ
2 ð6Þ

However, in the presence of missing data, it is preferred to choose
the splitting dimension in the kd-tree by using a weighted Euclid-
ean distance, defined as follows:

d̂ðxi; xjÞ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXK

k¼1
wðkÞðxðkÞi � xðkÞj Þ

2

r
ð7Þ

where w(k) is the weight factor previously defined (i.e., a function of
the percentage of missing data for the kth dimension). The average
squared distance between objects for all K-dimensions is given by:
bDw ¼
1

N2

XK

k¼1

wðkÞi

XN

i¼1

XN

j¼1

ðxðkÞi � xðkÞj Þ
2 ð8Þ

The following are some well-known properties of a weighted
Euclidean distance:

� If the w(k) for each dimension is set to be the identity matrix,
then the weighted Euclidean distance is equivalent to the con-
ventional Euclidean distance.
� If the w(k) is set to be the inverse of the variance squared at

dimension k, then the weighted Euclidean distance is propor-
tional to the Mahalonobis distance with the diagonal covariance
matrix.

If the system sets the weight to be two times the inverse of the var-
iance squared at dimension k, then the system has demoted the
importance of dimension k by half.

The developed kd-tree search algorithm closely follows the con-
ventional NN search implementation [17] with slight modifica-
tions. First, the algorithm uses the weighted Euclidean distances
given in Eq. (8) instead of the Euclidean distance to determine
the closeness of previously-seen sensor data. When there are miss-
ing values from the current dimension, the algorithm needs to
search both sides of the subtree, since, without any information
on that dimension, the nearest neighbors could reside on either
side of the (sub)tree. This is why keeping the dimensions with
the most missing values towards the bottom of the tree during tree
construction can help the system localize the search, which can
improve the search time. Once the closest match to the current
observation is found, the missing values can be filled in.
4.3. Complexity analysis

Our kd-tree construction and search algorithms are direct mod-
ifications of the algorithms presented in [17], and thus the algo-
rithm complexities are not changed from the original. That is, for
tree construction, the algorithm time complexity is Oðkn lg nÞ,
where k is the number of sensor nodes that the data gathering
node is listening from and n is the number of training instances.

The kd-tree search time is constrained by the amount of data
that the algorithm can eliminate in each dimension. As shown in
Fig. 5, based on the distance and mean (split point) for each dimen-
sion, the tree search algorithm decides to traverse the left or right
side of the kd-tree; hence, at each iteration, one side of the subtree
can be eliminated. It is important to choose the top levels of the kd-
tree wisely, since they determine the tree search order and can
help the system limit the amount of search early on. For complete
data, the search time is Oðlg nÞ. In the K-NN missing data imputa-
tion approach, each missing value corresponds to a data point in a
dimension. If the dimension is at the top of the tree, the traversal
can be expensive, since the search algorithm must continue to
search both sides of the tree. If the missing value dimension is to-
wards the bottom of the built kd-tree, the NN search is faster, since
the system searches both sides of the subtree with fewer data
points. Therefore, by using weights to lower the dimensions that
have high missing rates toward the bottom of the kd-tree, the sys-
tem can speed up the nearest neighbor search process. The
assumption made here is that if sensor nodes tend to miss values
during the training period, they are likely to have similar missing
rates online. The more one can constrain the search to part of the
subtrees, the faster the system can find the NNs for the missing
values.

This approach can be compared to a brute-force NN search
method (like the previous spatial–temporal imputation method
in Section 3); if we assume no sorting is performed, then the search



Fig. 5. An example of a kd-tree search. At each level/dimension, eliminate some
part of the tree based on the distance.
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may require that each data vector be examined. To find the nearest
neighbor of each point in a data set of n vectors requires Oðn2Þ time
using a brute-force method. With k sensor nodes, and an Oðn lg nÞ
sorting algorithm, the brute-force search therefore has a total
search time of Oðkn2Þ.

We note that the kd-tree construction can be performed online
as well. The simplest way of constructing the kd-tree online works
as follows: for each complete data instance, add the new instance
to the tree as in other search trees. Then, use the kd-tree construc-
tion algorithm as shown in Algorithm 1. This is a simple modifica-
tion to the existing algorithm. If we assume that there are j
complete instances in the kd-tree, then the online construction
algorithm takes Oðlg jÞ time to traverse and add the new instance
to the tree. Reconstructing the kd-tree takes Oðj lg jÞ time.

The space complexity of storing a kd-tree is linear, i.e., OðknÞ
where k is the number of sensors in a cluster and n is the number
of observations in the past history. A system designer can always
trade off space for time. Suppose one tree is constructed for each
combination of missing sensor values. When an observation has
a missing pattern in it, the tree with only that missing pattern
can be searched. The total possible number of trees for k sensors
is ðK1

k þ � � � þ K
k
kÞ � k!. Storing data into different trees may limit

the search time; however, the space grows quickly with this
method.

These computation and space requirements are considered to
be acceptable, since they help to save communication costs in
WSNs. If the developed missing data algorithm were not in place,
the WSN would need to continue to broadcast and query the data
transmitting sensor nodes repeatedly until all data are received.
The extra energy requirements for these repeated messages are
not acceptable in our resource-constrained WSNs.

Since we compare our approach (in the next section) with an
EM-based imputation technique, we also include the time and
space complexity analysis for EM in Table 1. The time and space
complexities are calculated based on a single sensor node, and for
finding one imputation value, where n is the number of observa-
tions made from time 1 and k is the number of sensor nodes within
proximity (dimensions). m is the number of Gaussian mixtures used
for the EM-algorithm. Like our spatial–temporal kd-tree approach,
the EM imputation strategy also uses space linear in k and n. How-
ever, the time complexity for EM-based imputation is much more
than our kd-tree based imputation technique. If the EM-based
Table 1
Comparison of EM and kd-tree imputations.

Imputation Time Space

kd-tree Construct: Oðkn lg nÞ OðknÞ
Search: Oðlg nÞ

EM-based E-step: OðmknÞ Oðknþm2Þ
M-step: OðmknÞ
Iterate E and M steps until convergence
imputation assumes m mixtures of Gaussian models are used, this
results in OðmknÞ computation time for the E-step, and OðmknÞ
computation time for the M-step. The EM procedure continues until
convergence, so these steps are repeated many times. The space
cost for EM-based imputation is Oðknþ 2mþm2Þ, which includes
storing all data points and Gaussian mixture models.

4.4. Experimental evaluation of NN imputation technique using
Volcano Monitoring Application

One objective of our research is to design a flexible NN imputa-
tion technique for resource constrained WSNs that is applicable to
a wide range of applications. Thus, to validate our approach, we
illustrate it in two applications—volcano monitoring and highway
traffic monitoring. In the volcano monitoring application we show
the system using a network of 16 seismic sensors with a high sam-
pling rate and a large volume of data, while in the highway traffic
monitoring application, we show a network of 5 sensor nodes with
a very sparse sampling rate and small amounts of data.

A volcano monitoring dataset was collected by Werner-Allen et
al. at the Volcano Reventador. The detailed data collection process
can be found in [5]. The data used in these experiments was ob-
tained from a network of 16 Crossbow sensor motes. Each of the
sensors continuously sampled acoustic data at 100 Hz over a 19-
day deployment. Motes used an event-detection algorithm to trig-
ger on interesting volcanic activity and initiate data transfer to the
base station. Each data collection event is ‘‘triggered’’ when the
event-detection algorithm exceeds a threshold. The 60 s download
window contains approximately 30 s before the trigger and 30 s
after the trigger. Note that the trigger may not be exactly centered
at the intended event within the download window.

Our implementation of the kd-tree imputation approach with
weighted variances and distances uses an adaptation of the kd-tree
implementation in the WEKA [26] open source machine learning
software. All of the following experiments have been conducted
on a PC with an Intel Core duo processor E6320 running at
1867 MHz, with 2 GB of main memory.

4.4.1. Preprocessing the sensor data
During the deployment, the network recorded 229 earthquakes,

eruptions, and other acoustic events; however, only eight events
have complete readings from all 16 sensor nodes. After discarding
the data that does not have all 16 sensor readings, only 8 min of
data are left; this data is selected as the training and testing data.
With this complete data and all 16 sensors’ readings, the ground
truth can be obtained for the following missing data experiments.

Two 1-min events are chosen (one minute as training and one
minute as testing data) to evaluate the developed imputation
method in the following experiments. The training and testing data
sets from the 16 sensor nodes’ acoustic signals are plotted in Fig. 6.
The training data contains 7950 observations, and the testing data
contains 4415 observations. To determine the impact of the devel-
oped K-NN missing data technique on a localized machine learning
classifier,2 we trained this unsupervised classifier using the training
data and the testing data, to determine the best classification perfor-
mance that could be achieved with complete data. This process re-
sulted in the identification of 16 discrete categories.

We then removed data from the complete testing set to create
new testing sets with missing sensor data. Based on observing
the volcano dataset, if a sensor has missing values at the beginning
of the fetch procedure, the values in that sensor would stay missing
during the entire procedure. Therefore, 15 missing datasets are
generated from the testing data by randomly removing sensors.
2 Specifically, we used a FuzzyART classifier [20].



Fig. 6. Acoustic sensor readings from all 16 sensors: (a) shows the training data to build kd-trees, and (b) shows the testing data.
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That is, the first missing dataset is created by randomly removing
the data of one sensor from the original testing data; the second
missing dataset is created by randomly removing the data from
two sensors, and so on. The last missing dataset is created by
removing the data from 15 sensors. Thus, the percentage of miss-
ing data for the newly generated testing cases are chosen to be
one of the following percentages: 1=16;2=16; . . . ;15=16. We also
generated 9 other missing datasets with different missing data per-
centages (i.e., 10%;20%; . . . ;90%) for each sensor. The missing data
are removed at random for each sensor based on the missing
percentage.

We compare the accuracies of the developed NN missing data
imputation technique to two EM-based imputation software pack-
ages. The first EM-based software is the state-of-the-art missing
data imputation software Amelia II [11]. Amelia II makes use of a
bootstrapping-based EM-algorithm, which is a parametric ap-
proach to estimate missing values that assumes the complete data
(that is, both observed and unobserved) is modeled by a multivar-
iate Gaussian distribution. Note that our NN imputation is a non-
parametric approach, which makes no assumption of the data
distribution.

To compare the run times of the approaches, we found it diffi-
cult to use Amelia II as a comparative approach, since it is installed
under R (a free software environment for statistical computing that
runs under Linux). Instead, we compare our technique’s run time
to that of another EM-based imputation software available in
WEKA. For the EM imputation procedure, we used default param-
eter settings of the threshold for convergence in Expectation Max-
imization. That is, if the change in the observed data log-likelihood
across iterations is no more than 0.0001, then convergence is con-
sidered to be achieved and the iterative process is ceased.

4.5. Performance metrics

To measure the quality of the imputed volcano data sets, micro-
average accuracy and macro-average accuracy metrics are used.
Micro-average accuracy is defined as the ratio of the observations
that have been correctly categorized (A), to the total number of in-
stances that have been categorized (T). Macro-average accuracy is
defined as the average accuracy for each class—that is, the ratio of
the number of correctly categorized observations in category i to
the number of observations in category i.
These two averaging procedures bias the results differently—
micro-averaging tends to over-emphasize the performance on
the largest categories, while macro-averaging over-emphasizes
the performance of the smallest categories. Both of the averaging
results are often examined simultaneously to get a good idea of
how the developed algorithm performs across different categories.

To ensure a fair comparison, the parameters of the classifier
have been readjusted for each replacement strategy until the best
performances are obtained.

4.6. NN imputation accuracies

As shown in Fig. 7, the performance of the developed nearest
neighbor technique is competitive with that of the Amelia II miss-
ing data imputation software in terms of micro-averaging accura-
cies. The kd-tree is constructed using approximately 8000
observations with 500 splits. The Amelia II missing data imputa-
tion software’s performances are averaged over 30 trials.

As shown in Fig. 8, the macro-average accuracies of the devel-
oped NN imputation technique are about the same as Amelia II.
A shortcoming of Amelia II is that it assumes the underlying distri-
bution is Gaussian. However, when the underlying distribution is
not Gaussian, parametric approaches have a model mismatch
problem. Additionally, parametric based approaches generally re-
quire large numbers of training instances to estimate the parame-
ters of the models accurately. If the training instances are not
sufficient to train the model, the imputation results would not be
accurate. The developed NN approach is a non-parametric ap-
proach, with no assumptions of the data distribution. Therefore,
its performances could be better than the parametric approach in
some applications. Note that instead of replacing missing data with
a single estimated value, K-NN imputation can also replace the
missing value with K different values, for K greater than one. This
technique is generally referred to as a Multiple Imputation (MI)
method. MI-based approaches replace each missing value with a
set of plausible values that represent the uncertainty about the
correct value to impute. In this situation, the Amelia II imputation
procedure has to iterate over patterns of missingness (that is, all
the possible ways that a row has missing cells). Thus, the complex-
ity grows quickly with the number of these patterns. On the other
hand, for the developed kd-tree imputation approach, the cost re-
mains linear when searching more nearest neighbors.



Fig. 7. Micro-averaging of K-NN ðK 2 f1;3;5;7;9gÞ vs. Amelia II.
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To determine the statistical significance of the comparison be-
tween our imputation technique and the EM approach, 10-fold
cross-validations are performed on the training data. The EM
imputation technique used in the following experiments is from
the WEKA machine learning software. Rather than determining
missing data accuracy in terms of the learning classifier’s perfor-
mance, in this experiment, the Sum Squared Error performance is
used to compare the imputation results between the NN imputa-
tion and the EM-based imputation algorithm. The Sum Squared Er-
ror is defined as

P
ðY � bY Þ2, where Y denotes the ground truth andbY denotes the imputation value. Fig. 9 plots the mean and standard

deviations of Sum Squared Errors of 1-NN imputation and EM
imputation over different percentages of missing data. The mean
and standard deviations are obtained from 10 sets of testing data.
The 1-NN imputation has a better performance than the EM impu-
tation technique in most cases except when 90% of the data is
missing. To determine the significance of these results, the Stu-
dent’s t-test is applied to the Sum Squared Error results for the
1-NN imputation technique compared against WEKA’s EM imputa-
tion strategy. This test confirms that the differences are statisti-
cally significant (except for the 90% missing data case), with a
confidence level of 99.5%. The NN imputation strategy performed
better than EM-imputation in most cases because the training data
Fig. 8. Macro-averaging of K� NNðK 2 f1;3;5;7;9gÞ vs. Amelia II.
set is correlated in time and space, whereas the EM-based imputa-
tion technique assumes there is only one Gaussian distribution in
the training data. When there is too much data missing (e.g., 90%
missing data), 1-NN imputation and the EM-based imputation
technique perform about the same because it is hard to find solu-
tions when only a few sensors are available. In general, the dis-
tance error increases as the percentage of missing data increases.

The imputation times for each data instance of different impu-
tation techniques are averaged over 10 sets of data and the results
are shown in Fig. 10. Nearest neighbor imputation uses less time
compared to the EM imputation method, due to the fact that NN
imputation does not have to iterate through all the data until con-
vergence. To determine the significance of these results, the Stu-
dent’s t-test is applied to the time performances for the 1-NN
imputation scheme compared against the EM-based imputation
strategy. This test confirms that the differences in these results
are statistically significant, with a confidence level of 99.5%. Com-
bining these results with those of Fig. 9, we can conclude that the
K-NN imputation is preferred over the EM-based imputation tech-
nique for solving the missing data problem in WSNs.
4.7. Timing comparisons for searching different NNs

Fig. 11 shows the average search time for K-NN ðK 2 f1;3;5;
7;9gÞ per observation on the pre-built kd-tree; specifically, Fig. 11a
plots the search time for a different number of missing sensors,
and Fig. 11b plots the search time for a different percentage of miss-
ing data. Note that the combinations of sensors missing are ran-
domly selected in Fig. 11a, and that the missing data is randomly
selected for different percentages in Fig. 11b. The search times for
each nearest neighbor are averaged over 10 trials, and the variances
of the search times are plotted as error-bars. In most of the cases, the
variances are too small to notice. All search times per observation are
between 1 and 5 ms. In general, the search time shows an upward
trend as the volume of missing data increases. This is true for varying
numbers of sensors missing and for varying percentages of data
missing. The search time for finding 9 nearest neighbors is usually
slightly longer than the rest in both missing data cases. The search
time for finding 1, 3, 5, and 7 NN are approximately the same. The
search time curves in Fig. 11a are not as smooth as the curves in
Fig. 11b. This is due to the combinations of missing sensors that
are selected at random. Different combinations of the missing
Fig. 9. The Sum Squared Error of 1-NN vs. EM-based imputations.The averaged Sum
Squared Error and standard deviations are obtained from 10-fold cross-validation
on the training data. 1-NN imputation has less Sum Squared Errors than the EM-
based imputation method except in the case of 90% missing data.



Fig. 10. The imputation times of 1-NN imputation vs. EM-based imputation for
estimating each data instance. The average time and standard deviations are
obtained from 10-fold cross-validation on the training data. For all missing
percentages, 1-NN imputation has much better imputation time than the EM-
based imputation method.
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sensors create different search patterns for the kd-tree approach.
Fig. 11b shows much smoother curves than Fig. 11a because the
missing sensors for all the testing sets are selected at random.
Depending on the sensor and combinations of sensors missing, some
may take longer to traverse than others.

4.8. Timing comparisons after adding weights

To test the effect of the weight factor, the variances for all 16
dimensions (sensors) are evaluated. The sensor with the most var-
iance (sensor 12) is selected, a very small weight is applied to its
variance, and a kd-tree is built with the weighted variance. This
selection is empirical and is intended to demonstrate the impor-
tance of the designed weight factor. In the original kd-tree, sensor
12 has the highest rank; however, by adding the weight factor, sen-
sor 12 ranks the last among all 16 dimensions in the new weighted
kd-tree construction. The hypothesis is that the system uses more
time to traverse the non-weighted kd-tree to find the nearest
neighbors.
Fig. 11. Average search time per observation for K-NN ðK 2 f1;3;5;7;9gÞ, where (a) show
selected at random. (b) Shows the search time for different percentages of missing data. T
search time. The missing data are selected at random.
Fig. 12 shows the average search time and standard deviation
per observation for different percentages of missing data (although
most of the standard deviations are too small to see). The solid
lines denote the average search time for traversing kd-trees with
added weights, while the dashed lines denote the average search
time for traversing regular kd-trees with no weights added. The
search times are averaged over ten trials. The performances are
evaluated based on finding 1-NN with tree size d, where
d 2 f50;500;1000g. The weighted kd-trees take less search time
than non-weighted kd-trees, because sensor 12 has the largest var-
iance during training time; however, the testing data has missing
values and the distributions are changed from the training data.
It takes the system less time to localize its searches, because the
system is able to eliminate more data as compared to the non-
weighted kd-tree. Therefore, if the weights are used correctly, the
system can localize the search faster.

The average search times for search 1-NN on regular kd-trees
are 2.9 ms, 3.8 ms, and 4.2 ms for tree sizes of 50, 500 and 1000
splits, respectively. The average search times for search 1-NN on
weighted kd-trees are 2.8 ms, 3.4 ms, and 4.1 ms for tree sizes of
50, 500, and 1000 splits, respectively. Thus, the percentage that
the search time differs between the regular kd-trees and the
weighted kd-trees are approximately 3%, 10%, and 2% for tree sizes
of 50, 500, and 1000 splits, respectively. Note that the weight of
only one dimension is changed (out of a total of 16 dimensions).
Depending on the data distribution, re-ranking more dimensions
may have more influence on the search time. The ranking of the
dimensions in kd-tree construction according to the missing per-
centage is likely the most influential factor in the search time.

This experiment shows that using weights are very important to
retrieve nearest neighbors from the kd-tree data structure. The
weight factors require some knowledge of the environment’s and
sensors’ behaviors. For example, if a sensor constantly misses val-
ues, or transmits noisy data, the system can re-rank the search tree
by applying small weights to the noisy sensor, saving search time.
The designed weighted variance and Euclidean distance offer an
automatic way of changing the importance of each sensor in the
network. With changes in the environment and sensor nodes
(i.e., power outage, replacements of new sensors, etc.) the system
designers can choose any functions to calculate weights as desired.
The weighted variance of dimension i should be proportional to the
variance of dimension i and inversely proportional to the missing
percentage of dimension i. Therefore, using a weight parameter
s the search time for different numbers of sensors missing. The missing sensors are
he search times are averaged over 10 trials. Error bars plot the standard deviations of



Fig. 12. Search time per observation for finding 1-NN from kd-tree sizes. The
regular kd-trees are plotted using dashed lines and the weighted kd-trees are
plotted using solid lines. Standard deviations are also shown, although most of
them are too small too see.
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allows the system to control the ranking of the kd-tree. As the
environment or the network structure changes, the system can
re-evaluate the weights and construct a new kd-tree easily without
re-programming all sensor nodes in the WSN.
3 For interpretation of color in Fig. 16, the reader is referred to the web version of
is article.
4.9. Traffic monitoring application

To further evaluate the flexibility and effectiveness of our NN
imputation technique for WSNs, we have evaluated our framework
in the application of highway traffic monitoring using data from
the Caltrans Performance Measurement System (PeMS) project.
The traffic data of the PeMS system is collected in real time from
over 25,000 sensors that span the freeway system across all major
metropolitan areas of the State of California [27]. In a typical high-
way sensor deployment under PeMS, a single sensor is positioned
in each highway lane, as illustrated in Fig. 13. While the PeMS sys-
tem often has missing data, it is difficult to compare our approach
with other techniques if we do not have ground truth data. Thus,
we chose a highway segment of PeMS sensor data that happened
to not have any missing data, as well as being one of the most con-
gested segments of the highway; we then simulate missing data
(as described below), and compare it to the actual ground truth
data. Specifically, for our study, we chose a highway segment on
highway I-5 with speed flow sensor readings. This Vehicle Detector
Station (VDS) is located at the CA PM = 6.284 marker, San Diego
County, Chula Vista, and the VDS is 1114748 in District 11. The
chosen highway segment has five lanes, with each lane having
one detector (as shown in 13b). The lane detection IDs are
1114737 to 1114741 for lanes 1 to 5, respectively.

We treat sensor data collected from each lane as an individual
cluster member sensor node. We obtain data from the PeMS over
a period of 14 days, from July 26, 2010 to August 8, 2010. This data-
set gives us 4032 data samples per detector, totaling 20,160 sam-
ples across the five sensor nodes. The sampling rate is once every
five minutes (i.e., 12 samples per hour), and the unit for speed fea-
ture is mph. This data also includes ground truth labels that indi-
cate when traffic incidents occur; this information is used to
determine the accuracy of the algorithms we are comparing. To
illustrate our proposed approach in a hierarchical sensor network,
we simulated an additional clusterhead sensor node for these five
traffic lane sensors. Thus, each of the five cluster member nodes
would use the traffic data as input to our missing data imputation
module to estimate missing values.

As previously mentioned, since there are no missing values
from the chosen traffic monitoring highway segment, we simulate
the missing data scenario by removing observations at random
from the dataset for different percentages of missing data—i.e.,
10%, 20%, . . ., 90% missing observations from each sensor node.
The complete dataset serves as the ground truth for the following
missing data experiments. Fig. 14 shows the raw speed readings
from the five sensors over a 14 day period.

To ensure the robustness of our approach, we split our data
evenly into three parts and performed a 3-fold cross-validation.
Each part of data has 1344 samples. Each part has a chance to be
the training data, the validation data and the testing data. We have
normalized the training & validation and training & testing data
pairs between 0 and 1. Next, we process the validation sets and
the testing sets by randomly removing data by specified missing
percentages (e.g., 10%, 20%, . . ., 90%). We have generated 9 missing
data sets with 10%, 20%, . . ., 90% missing data from each sensor. The
missing data are removed at random for each sensor based on the
missing percentage.

We compare our NN imputation technique with the EM impu-
tation algorithm from the WEKA software package. The EM impu-
tation algorithm stopping criteria is when the log-likelihood value
is converged (i.e., less than 0.0001). Our NN imputation algorithm
stops growing the kd-tree at 950 splits and only searches for 1
nearest neighbor. Fig. 15 shows the averaged Sum Squared Errors
(SSE) of our 1-NN imputation vs. the EM-based imputation for dif-
ferent missing percentages. The errors were averaged over 3-folds
of testing data. To determine the significance of these results, the
student’s t-test is applied to the averaged Sum Squared Errors for
the 1-NN imputation and the EM-based imputation. This test con-
firms that the differences are statistically significant, with a confi-
dence level of 85%. From these experimental results, our NN
imputation technique performs slightly better than the EM impu-
tation technique with an 85% confidence interval. Both techniques
become less stable as the missing percentages increase. In this
experiment, the EM-based imputation becomes unstable when
the missing percentages are high, compared to our technique.

To determine the efficiency of our NN algorithm, we have calcu-
lated the total running time for imputation of all missing values in
each testing trial. Then, the averaged total running times are com-
puted for different missing percentages. Fig. 16 plots the averaged
total running times of our NN imputation technique (green3) and
the EM-based imputation technique (blue). The error bars indicate
one standard deviation of time in seconds. Note that our developed
algorithm is more efficient than the EM imputation technique,
making it much more suitable for resource-constrained WSNs.

Next, we have analyzed our NN imputation performances by
varying the number of nearest neighbors found. Fig. 17 shows
the average SSE of K-NN ðK 2 f1;3;5;7;9gÞ. These experimental
results show that the average SSEs of K-NN (K 2 f1;3;5;7;9g are
about the same. In addition, as the missing percentage increases,
the average SSE also increases.

To determine the computational efficiency of finding different
numbers of nearest neighbors, we have collected the statistics of
average total running time. Fig. 18 shows the average total running
time of searching K-NN ðK 2 f1;3;5;7;9gÞ. We have applied the
student’s t-test to each pair of nearest neighbor imputations’ aver-
age total running times. These tests confirm that the differences
are statistically significant between 3-NN imputation and 5-NN
imputation with a confidence interval of 80%; and the differences
th



Fig. 13. The Vehicle Detector Station 1114748 is located in District 11, San Diego County, Chula Vista, I5-North CA PM = 6.284 (a); (b) shows sensor displacements. Both
figures are from the PeMS website [27].
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Fig. 14. The raw traffic data from the VDS 1114748. There are five sensor nodes collecting speed readings over a period of 14 days.

Fig. 15. The averaged Sum Squared Errors of the proposed NN imputation vs. the
EM imputation for different missing percentages of the traffic monitoring dataset.
The Sum Squared Errors were averaged over 3-folds of testing data.

Fig. 16. The average running time of the proposed NN imputation vs. the EM
imputation for different missing percentages of the traffic monitoring dataset. The
running times are averaged over 3-folds of testing data.
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Fig. 17. The average Sum Squared Errors of the K-NN (K 2 f1;3;5;7;9g for different
missing percentages of the traffic dataset. The Sum Squared Errors are averaged
over 3-folds of testing data.

Fig. 18. The average total time of the K-NN (K 2 f1;3;5;7;9g for different missing
percentages of the traffic dataset. The Sum Squared Errors are averaged over 3-folds
of testing data.
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are statistically significant between 1-NN imputation and 3-NN
imputation with a confidence interval of 60%. Since the searching
time for finding different NNs for traffic monitoring data are almost
about the same, 1-NN should be used for the traffic monitoring
application because it has less computational steps compared to
multiple-NNs.

In summary, we believe that the experimental results from the
traffic monitoring application, combined with the volcano applica-
tion, have illustrated that our proposed nearest neighbor imputa-
tion technique is flexible enough to be applied in very different
application domains in WSNs, and can achieve a high performance.
In both applications, we have used the state-of-the-art EM-based
imputation technique as the baseline in comparison to our pro-
posed nearest neighbor imputation technique. Our experimental
results have shown that the NN-imputation techniques have com-
parable (sometimes better) performances with the EM-based
imputation techniques in terms of micro/macro accuracies, and
Sum Squared Errors. In addition, our NN-imputation technique
out-performs the EM-based imputation technique in terms of com-
putational time and space. This is mainly because our technique
uses a online kd-tree that takes the advantage of the fact that the
sensor network data tends to be correlated with time and space.
We further improve the search performances of the existing kd-
tree by adding a weighted Euclidean distance metric to consider
both variations in sensor values and the missing data percentage
of sensor nodes. These results also show that EM-based imputation
techniques are not appropriate for WSNs for 2 main reasons: (1)
the EM algorithm is expensive for resource-constrained sensor
nodes, both in computational time and space; and, (2) the EM
imputation technique is an offline method, which does not suit
our online monitoring needs in environmental applications. There-
fore, our NN imputation technique is more suitable for resource-
constrained WSNs.
5. Conclusion

The environments that WSNs operate in tend to be both time
and space correlated. A novel spatial–temporal missing data impu-
tation technique has been developed that takes advantage of such
correlations. We studied several alternative missing data imputa-
tion strategies to illustrate the potential of spatial–temporal miss-
ing data imputation. The experimental results show that making
use of time and space information to estimate missing values al-
lows the system to achieve high accuracy. However, the results
also show that using the correct spatial–temporal model is impor-
tant to achieve high performance. Thus, we developed a nearest
neighbor imputation technique that learns the true temporal and
spatial correlations among the sensor nodes. The NN imputation
approach organizes a set of temporally and spatially correlated
data into a kd-tree. To impute missing values, the system traverses
the constructed kd-tree to find the nearest neighbor(s) of the que-
rying data instance and replaces the missing values with the near-
est neighbors. Unlike traditional kd-trees, a weighted Euclidean
metric is developed that considers the probability of missing val-
ues during tree construction and search. We compared our tech-
nique with state-of-the-art EM-based imputation approaches,
showing that our approach achieves similar accuracy while requir-
ing much less computation, and achieving faster search times.
These characteristics of our approach result in an imputation tech-
nique that is highly suitable for resource-constrained WSNs. Since
our approach is a non-parametric technique that makes no
assumptions of the underlying distribution of the data, it should
be expected to achieve good performances in a wide variety of
WSN applications.
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